Many decisions in economics, business and government hinge on understanding relationships among variables in the world around us. These decisions require quantitative answers to quantitative questions. 

While economic theory may provide a clue about the answer (cigarette consumption will fall when the price goes up (“law of demand”)) the actual value of the number must be learned empirically.

The course focuses on the estimation of causal effects defined to be the effect on an outcome of a given action or treatment. In randomized controlled experiments the only systematic difference between outcomes of individuals in the control and treatment group is the treatment itself.

If you know the causal relationship one could make forecasts about other policy changes provided the relationship is stable which holds over the support of the data.

Data

In this course, we will describe several alternative types of data. At the moment we will assume we are working with cross sectional data. That is data on different entities – individuals, households, firms, government units, cities so forth that are measured for a single time period

Below we have a table of data from the Tennessee class size study.

  Obs | math0   csize0   whias   freelun0   master0   white0 |

   1. |   576       16       1          0         0        0 |

   2. |   520       22       1          0         1        0 |

   3. |   576       21       1          0         0        0 |

   4. |   500       21       0          0         0        1 |

   5. |   288       24       1          1         0        0 |

   6. |   418       24       1          1         0        0 |

   7. |   444       17       1          1         1        0 |

   8. |   547       20       1          0         1        0 |

   9. |   536       21       1          1         1        0 |

  10. |   434       25       1          1         1        0 |

  11. |   513       17       0          1         0        1 |

  12. |   513       17       1          1         0        0 |

  13. |   459       20       1          0         1        0 |

  14. |   489       24       1          0         0        0 |

  15. |   484       15       1          0         0        0 |

  16. |   444       22       0          1         0        1 |

  17. |   423       21       1          1         1        0 |

  18. |   444       27       0          1         1        0 |

  19. |   626       24       1          0         0        0 |

  20. |   468       23       1          1         1        0 |

  21. |   506       21       1          0         0        0 |

  22. |   332       25       1          0         0        0 |

  23. |   459       12       1          1         1        0 |

  24. |   513       17       1          0         0        0 | 

The order of the rows are arbitrary, The first column tells us the observation number. This is followed by a math test score, class size, white/Asian student indicator, teacher has a master degree indicator and indicator for teacher’s race. As you can see in the table all the variables listed vary considerably.

For the sample of the whole we can see the following summary statistics

   Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

       math0 |        24    479.6667    74.10373        288        626

      csize0 |        24    20.66667    3.702721         12         27

       whias |        24    .8333333    .3806935          0          1

    freelun0 |        24          .5    .5107539          0          1

     master0 |        24    .4166667    .5036102          0          1

-------------+--------------------------------------------------------

      white0 |        24        .125     .337832          0          1

The mean is the long run average value. The sample average is a estimator of the mean. 

The variance and standard deviation measure the dispersion or “spread” of the variable.

The covariance is a measure of the extent to which two random variables move together. If two variables are independent (that is knowing the value of one of the variables provides no information about the other) the covariance is zero.

Note another concept is random sampling. That is we draw these units from the population selected at random. This may not be appropriate in many contexts such as when we are interested in factors influencing the accumulation of family wealth or the effect of a policy on a minority population. For the moment we will ignore issues that arise when we are not in a random sampling framework.

Hypothesis testing: A statistical test of the Null, or maintained hypothesis against an alternative hypothesis.

Q: Does the average Queen’s MPA graduate earn $45 000.00 


Construct t-ratio and compare to number in Stats Tables

Q: Do earnings differ between male and female graduates?

Confidence interval: When the sample size is large the true value lies a interval that contains the true value X% of the time

An estimator is a function of the sample of the data to be drawn randomly from a population. An estimate is the numerical value of the estimator when it is computed from a specific sample. 

Desirable characteristics of an estimator

Unbiased estimator: An estimator whose expected value (or mean of the sampling distribution) equals the population value (regardless of the population value).

Consistent estimator: An estimator that converges in probability to the population parameter as the sample size grows without bound.

Efficient estimator: An estimator that has a tight sampling distribution.

Linear Regression

Consider the following linear relationship

Test Score =b0 + b1Class Size

This is just like the point slope formula you learnt in algebra

Y=b+mx

Where b is the y intercept and m is the slope.

So we can interpret the coefficient on class size (b1) as the change in the test score that results from changing the class size divided by the class size.

If we know b1 this we could tell a policymaker how decreasing each class by two students would test scores would change test scores.

We could also use the estimates to predict the test scores if class size takes alternative values provided class size stays between 12 and 27.

In the real world relationships are never exact so we include a term that captures the differences between the data and the predicted regression line. 

Test Scorei =b0 + b1Class Sizei+ui
Note the i subscript just clarifies we are going row by row.

The goal of ordinary least squares estimation is to find the line that best fits the data by minimizing the sum of squared residuals u2. That is we need to find estimated values for b0 and b1 that make u2 as small as possible. Estimated values get hats. We can the use our estimated coefficients to calculate predicted values for everyone in the sample by running a series of though experiments

OLS is the dominant method used in practice throughout the social sciences. 

It is worth noting that just like the data has a sampling distribution so do the OLS estimators.  This is important because you can use this information to conduct a series of hypothesis tests.

For instance suppose you work for a Minister and an angry taxpayer storms in to the office and asserts that cutting class size will not help test scores. In other words, the tax payer claims class size has no effect on test scores. 

These claims can be rephrased in terms of regression analysis. For instance, the tax payer is basically asserting that the slope of the regression line is zero. 

I will now use a larger sample.

. reg math0 csize0 

      Source |       SS       df       MS              Number of obs =    5873

-------------+------------------------------           F(  1,  5871) =   34.80

       Model |  79052.7912     1  79052.7912           Prob > F      =  0.0000

    Residual |  13338173.6  5871  2271.87423           R-squared     =  0.0059

-------------+------------------------------           Adj R-squared =  0.0057

       Total |  13417226.4  5872     2284.95           Root MSE      =  47.664

------------------------------------------------------------------------------

       math0 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      csize0 |  -.9266405   .1570886    -5.90   0.000    -1.234592   -.6186889

       _cons |   504.1386   3.250722   155.09   0.000      497.766    510.5112

------------------------------------------------------------------------------

We can run a simple test

. test csize0

 ( 1)  csize0 = 0

       F(  1,  5871) =   34.80

            Prob > F =    0.0000

Similarly we can test if one fewer student results in a gain of one point on the math test.

. test csize0=-1

 ( 1)  csize0 = -1

       F(  1,  5871) =    0.22

            Prob > F =    0.6405

In the first case the event is so unlikely it is reasonable to conclude that the Null hypothesis is false. The second case one would reach an alternative conclusion.

. reg math0 csize0 whias

      Source |       SS       df       MS              Number of obs =    5872

-------------+------------------------------           F(  2,  5869) =  101.82

       Model |  449948.483     2  224974.242           Prob > F      =  0.0000

    Residual |  12967202.5  5869  2209.43986           R-squared     =  0.0335

-------------+------------------------------           Adj R-squared =  0.0332

       Total |    13417151  5871  2285.32635           Root MSE      =  47.005

------------------------------------------------------------------------------

       math0 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      csize0 |  -.7615134   .1554393    -4.90   0.000    -1.066232   -.4567951

       whias |   17.04733   1.315765    12.96   0.000     14.46795    19.62672

       _cons |   489.2489   3.405511   143.66   0.000     482.5728    495.9249

------------------------------------------------------------------------------

. correlate whias csize0

(obs=6322)

             |    whias   csize0

-------------+------------------

       whias |   1.0000

      csize0 |  -0.0868   1.0000

. reg math0 csize0 whias whcs

      Source |       SS       df       MS              Number of obs =    5872

-------------+------------------------------           F(  3,  5868) =   67.91

       Model |   450180.32     3  150060.107           Prob > F      =  0.0000

    Residual |  12966970.7  5868  2209.77687           R-squared     =  0.0336

-------------+------------------------------           Adj R-squared =  0.0331

       Total |    13417151  5871  2285.32635           Root MSE      =  47.008

------------------------------------------------------------------------------

       math0 |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

      csize0 |  -.6911544   .2671145    -2.59   0.010    -1.214797   -.1675116

       whias |   19.23324    6.87571     2.80   0.005     5.754317    32.71216

        whcs |  -.1063921   .3284676    -0.32   0.746    -.7503096    .5375254

       _cons |   487.7867   5.654736    86.26   0.000     476.7014    498.8721

Why did we talk about omitted variable bias?

The distinction between correlation and causation is of critical importance in the policy world. Many times individuals will mistake an association between two variables (education and earnings) as suggestive but there may not be a causal link. This occurs if there is an endogeneity problem. Last class, we discussed omitted variables (worker productivity or innate ability) that may distort inference. In other words, correlation does not imply causality.

An explanatory variable is said to be endogenous if it is correlated with the disturbance term. It is said to be exogenous if it is uncorrelated with the disturbance term.

• Reasons for endogeneity:

1) Omitted variables - There are variables that are correlated with both x and y that are excluded from the model. This is often a concern with economics data, because agents choose their x and y. Therefore, we might be concerned with unobserved heterogeneity.

2) Measurement error - Explanatory variables are measured with error. What is used for estimation is an imperfect measure of x.

3) Simultaneity - At least one of the explanatory variables is determined simultaneously along with y. 

If at least one of the explanatory variables is endogenous, then the crucial assumption E[xiui] = 0 no longer holds. This means that the OLS is not consistent. We cannot use OLS to estimate the effects of the explanatory variables on y.
An Example

• Researcher is interested in estimating how the presence of children affects the earnings of married women. He extracts data from the 1976 Panel Study of Income Dynamics, which is a nationally representative sample of households in the United

States. He is careful to control for education and age of the women, variables which have been shown in other studies to affect earnings. He estimates the following regression:

ln earnings = β1 + β2age + β3age^2 + β4education + β5kids + u

We cannot make inferences if the estimates are inconsistent.
Q) Is OLS likely to produce consistent estimates of β? 

Possible reasons for endogeneity:

1) Omitted variables

A woman’s unobserved characteristics affect her fertility as well as her work choice. An example of an unobservable characteristic is husband’s income: a woman with a high-earning husband might be more likely to have children, and more likely to earn more

(assortative matching, ability to reject less attractive jobs). Or, a highly organized person might be able to have kids (without compromising on childcare) and at the same time this efficiency is rewarded at work.

Also, due to the sample selection (only women who work included), there is question about interpretation. Perhaps only women with high enough wage offers decide to work, and the decision might differ between women with kids and those without. 

2) Measurement error

Maybe kids is poorly measured. For example, maybe what is relevant is the presence of very young children, not all children. Or, maybe what is relevant is presence of co-resident children, but the data records the number of children born to the mother.

3) Simultaneity

A richer woman may be able to afford to have more kids, i.e., higher earnings might lead to greater chance of having kids.

Review

The goal of the course is to introduce evaluation research in the social sciences.

1. Estimates the effect of interventions or treatments on outcomes

2. Similar to evaluation research in medicine: How does Medical Treatment T (e.g.,

a drug, a medical procedure) affect individual’s health?

3. A tool for scientific policymaking where we “put social programs to the test”

• In the first part of this course, we will study methods for estimating and identifying causal effects.

• We start with the dominant method in the statistical literature to establish causal effects, namely randomized trials.

• We move on to observational studies and discuss what conditions are required for credible inference for causal effects in the absence of randomization.
Review of some evaluation research terminology

1. Process evaluation vs. Impact evaluation

a. Process evaluations describe the administration of programs without asking

counterfactual questions

i. Describes how the program worked on the field, e.g., how much was budgeted, how much was spent, how many people were served

ii. Relatively straightforward to do

iii. iii. Does not provide guidance for rational policymaking

b. Impact evaluations seek to learn the consequences of alternative programs (for

people affected by these programs)

i. Strives to answer: Did the program make the target group better off?

Do the benefits, if any, outweigh the costs? If the program was a “demonstration”, are the results of this demonstration likely to extend to future populations? Involves counterfactual questions

ii. Could present a methodological challenge

iii. Provides guidance for rational policymaking

2. Internal validity vs. External validity

a. Internal validity refers to the program at hand. Can we plausibly estimate effects of this program?

b. External validity refers to the generalizability of the effects estimated for the program at hand to other settings/populations.

The basic framework that we will use in class deals with potential outcomes.  

Example: Binary Treatment

Unit: Individual i

Action: Di = binary treatment indicator with Di =1 denoting treatment and Di =0

otherwise

Potential Outcomes: yi1 denotes the outcome with treatment and yi0 denotes the

outcome without treatment

Causal Effect is yi1- yi0. Because an individual cannot be in both states (treated

and not treated), we cannot observe both yi1 and yi0. Thus, we cannot learn about the

causal effect from observing the behavior of a single unit. Note the definition of the

causal effect does not depend on which potential outcome is observed. 

Basically we are trying to solve a missing data problem.

Simple Example 1: Effect of Aspirin on Headache

Unit: You; you have a headache

Action: D =1 Take Aspirin and

D =0 No Aspirin

Potential Outcome: y1 is your outcome if you take aspirin

y0 =0 is your outcome if you do not take aspirin

Effect of Aspirin is y1- y0. We can’t find this out since we only observe y1 or y0,

not both.

In this simple example, there are only two outcomes (Headache or No Headache)

and two actions (Take Aspirin or No Aspirin), so the causal effect can take on one of four values:

Potential Outcomes

Case 
Unit  
y1 

y0 

Causal Effect

1 
You 
No Headache 
Headache 
Aspirin fixes headache

2 
You 
Headache 
Headache 
No effect of aspirin, have headache

3 
You 
No Headache No Headache 
No effect of aspirin, no headache

4 
You 
Headache 
No Headache Aspirin makes headache worse

Suppose you took the Aspirin, and the Observed Outcome is No Headache. Can

you say that Aspirin relieved your headache? No, you only have y1.

Suppose you did not take the aspirin, and the Observed Outcome is Headache.

Can you say that Aspirin would have relieved your headache? No, you only have y0.

B. Multiple Units

1. Suppose we had multiple units. Some units are treated, some are not. This does

not automatically imply that we can get the causal effect. There are two complications:

a. Units might interfere with each other. The treatment of one unit may affect another unit’s outcome. So, the quality and consequences of the treatment may be different depending on whether I am the sole recipient of the treatment or whether others receive the treatment also.

i. Direct interference among units

Before with just You, there were two treatments, {You Take Aspirin, You Don’t

Take Aspirin}. Causal effect is Potential outcome if take aspirin minus potential

outcome if don’t take aspirin.

Now, with You and Me, there are four treatments, {Both Take Aspirin, You Take But

I Don’t, You Don’t But I Do, Neither Takes}. Why might these be qualitatively

different treatments? In certain situations, it is plausible that whether you take aspirin

affects my headache and vice versa. Note there are four potential outcomes for each

unit, and valid contrasts can be made between any two for a causal effect, such that

there are possibly six causal effects for each unit.

ii. General equilibrium effects

Suppose we have some units take aspirin and other units not take aspirin. Among those taken aspirin, note they are each swallowing a different pill. Ideally, we want the pill to be identical across all units. For example, it is not the case that one is taking extra strength and another is taking regular strength, or that one is taking an expired pill and another is taking a new one. If they were not identical, the causal effect is not well defined since the treatment is not well defined.

Researchers make The Stable Unit Treatment Value Assumption (SUTVA): The potential outcomes for any unit does not vary with the treatments assigned to any other units, and there are no different versions of the treatment.

Note without SUTVA, the number of potential outcomes would be growing much

faster than the number of observed outcomes as the number of units increases.

Adding more and more units would still not help us identify the causal effect.

With SUTVA, we narrow the set of potential outcomes.

Aspirin Example:

2 units, now only 2 potential outcomes for each unit (as opposed to four)

Unit 
y1 

y0 

Unit-Level Causal Effect

You 
No Headache Headache 
Aspirin fixes headache

Me 
No Headache No Headache 
No effect of aspirin, no headache

With two units, we observe two outcomes. We can’t say anything about the effect of

aspirin if both units were treated, or if both units were not treated. However, if one was treated and the other was not, we might be able to say something about the effect of aspirin. However, it must be emphasized that our ability to reach a valid causal conclusion depends on the assignment mechanism. 

A unit i has associated with it potential outcomes and the actual treatment, described by the vector (yi0, yi1, Di).

For a unit that receives treatment (Di=1), we only observe yi1; we never observe yi0.

For a unit that does not receive treatment (Di=0), we only observe yi0; we never observe yi1.

Suppose we take the mean of the outcome for the treated units and compare it to the mean of the outcome for the untreated units. That is we are interested in  

E[yi1| Di=1]- E[yi0| Di=0] (Average Treatment Effect)

What would this give us?

     E[yi| Di=1]- E[yi| Di=0] 

= E[yi1| Di=1]- E[yi0| Di=1]+ E[yi0| Di=1]-E[yi0| Di=0]

= E[yi1- yi0| Di=1]+ E[yi0| Di=1]-E[yi0| Di=0]

E[yi1- yi0| Di=1] is the effect of the treatment on the treated

E[yi0| Di=1]-E[yi0| Di=0] is the selection bias

The bias term arises because the outcomes of the untreated do not necessarily tell us what the outcomes of the treated would have been in the absence of treatment. There may be systematic differences between units receiving the treatment and units not receiving the treatment.

Another way of explaining it is as follows. What would make the bias zero? It would have to be that the outcomes of the treated would have been the same as the outcomes of the untreated in the absence of treatment.

Aspirin Example:

Assignment Mechanism 1: Everyone has a headache. All women are assigned to take

aspirin, all men are assigned to no aspirin.

Assignment Mechanism 2: Everyone has a headache. Coin flip for each person, heads

takes aspirin, tails no aspirin.

If random assignment there is no potential for selection bias. We will discuss selection bias and methods researchers have to counter its presence as the course progresses.
As you head in to the policy world it is crucial to remember that different parameters (treatment effects) can be estimated with data.

As a general lesson is that different parameters answer different policy questions and require different evaluation designs. Only if a treatment effect is constant across individuals will this distinction not be important. That is in the context of the aspirin example, if aspirin has the same identical effect for everyone can you ignore the distinction between different parameters. 

For the moment we will consider

1) Average treatment effect  - Mandatory

2) Average treatment effect for the treated – Voluntary

3) Average treatment effect for the untreated – Voluntary 

4) Intent to Treat – Causal effect of treatment assignment ignores receipt

5) Local Average Treatment Effect – Average treatment effect for a subgroup of the population that responds to the instrument. As we will see different source of variation in the data, and a different local average treatment effect one specific to the new policy change

6) Marginal treatment effect – Unifies the literature

